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Abstract—Side-channel attacks are classified according to the 

hardware medium they target and exploit, for instance, cache 

side-channel attacks, which are one of the most common 

hardware devices targeted by adversaries due to their high-rate 

interactions and sharing between processes. Most of the detection 

techniques failed due to the deceived normal behaviour by cache 

side-channel in one hand. In the other hand, detecting solutions 

mainly rely on attached software and applications to detect any 

abnormal behaviour on the CPU cache. These applications and 

software will slow down the CPU operations and introduce 

unwanted overload, which will affect the CPU performance. This 

paper presents the design, implementation, and evaluation of a 

new solution to detect cache side-channel attacks. The proposed 

solution focuses on the infrastructure used to host cloud 

computing tenants and counts cache misses caused by a virtual 

machine. It was implemented in the Xen hypervisor’s kernel. 

Thus, no need for any modification on tenants virtual machines.  

Experiments ’results illustrate that the solution detectes attacks 
on all CPU caches’ levels. 

Keywords—cloud computing; security challenges; side channel 

attacks; cache side-channel attacks; detecting cache side-channel 

attacks 

I.  INTRODUCTION 

Physical co-residency in cloud computing can lead to big 
security concerns by granting potentially antagonistic or 
malicious clients access to the same hardware used by other 
clients.  Granting access to malicious clients can give them the 
ability to monitor other activities taken place in the cloud 
hosting environment. Furthermore, physical co-residency has 
been exploited to leak sensitive information and launch 
sophisticated security attacks. In the worst scenario, attackers 
can exfiltrate sensitive information of victims on the same 
physical machine by using hardware side-channels. 

Side-channel attacks are implementation level attacks, 
which exploit the correlation between the higher level 
functionality of the software and the underlying hardware 
phenomena. There are various types of side-channel attacks, 
which are classified according to hardware medium they target 
and exploit, for instance, cache side-channel attacks. CPU 
caches are one of the most targeted hardware devices by 
adversaries due to the high-rate interactions between processes 

[1]. Cache side-channel attacks in cloud computing 
environments take an advantage of running multiple Virtual 
Machines (VMs) simultaneously at the same infrastructure to 
leak secret information. This information is analysed and 
linked to the current VM, which occupies the processor [2]. 

There are a number of proposed solutions to detect cache 
side-channel attacks [3][4]. Most of the detection tools failed 
due to the deceived normal behaviour by cache side-channel. In 
one hand, extracting the cache side-channel attacks features to 
identify them in cloud computing is a difficult task. In another 
hand, detecting solutions mainly rely on attached software and 
applications to detect any abnormal behaviour on the CPU 
cache. These applications and software will slow down the 
CPU operations and introduce unwanted overload, which will 
affect the CPU performance. 

In this paper, we introduce a new solution to detect cache 
side-channel attacks. It is a detecting strategy that mitigates and 
prevents cache side-channel attacks in cloud computing. It 
focuses on the infrastructure used to host cloud computing 
tenants by counting cache misses caused by a VM. 
Furthermore, the number of cache misses will be counted and 
examined whether happen in a sequence or not. If they created 
a sequence, a standard deviation would be calculated and 
compared with a threshold. The solution was implemented in 
the kernel of the Xen hypervisor. Thus, there is no need for any 
modification on tenants’ VMs. Moreover, experiments in the 
lab illustrate that our solution effectively detects attacks on 
time-shared caches such as per-core L1 and L2 caches with 
15% false positive rate and 0% false negative rate. It also 
detects cache side-channel attacks on L3, which is shared 
between cores. 

The rest of this paper is structured as follows. The 
necessary background about cache side-channel attacks and 
their types are presented in Sec. 2. Section 3 illustrates the 
discussion of related work. Section 4 shows the design of the 
new infrastructure solution. Section 5 demonstrates our 
evaluation experiments and results. The conclusion is presented 
in Sec. 6. 
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II. BACKGROUND 

Cache side-channel attacks are a type of Microarchitectural 
Attack (MA), which is a large group of cryptanalysis 
techniques within side-channel analysis attacks [5]. CPU 
caches are one of the most targeted hardware devices by 
adversaries due to the high-rate interactions between processes 
[1]. Cache side-channel attacks in cloud computing 
environments take an advantage of running multiple VMs 
simultaneously on the same infrastructure to leak secret 
information about a running encryption algorithm. 
Furthermore, full encryption keys of well-known algorithms 
and schemes such as Data Encryption Standard (DES) [5], 
Advanced Encryption Standard (AES) [6] and RSA [7], have 
been broken using spying processes to collect information 
about cache lines, which have been accessed. The information 
is analysed and linked to the current VM that occupies the 
processor. 

In the side-channel attacks, attackers are always looking for 
high-rate hardware functions to explore current running 
cryptographic operations and the state of the operation in 
execution. The high-rate hardware functions can communicate 
information more quickly and deduce the needed data to yield 
the secret key. Thus, CPU caches are always an interesting 
target to adversaries due to the following reasons: 

 They are shared among VMs or cores. Therefore, an 
attacker can easily use clients’ co-residence or VM physical 
co-residency to interfere and exfiltrate sensitive information 
of victims. 

 They have higher-rate of computing interactions between 
processes. 

 They have the most fine-grained and detailed information 
about the state of computing operations running on a 
system. 

There are three major types of cache side-channel attacks, 

which facilitate adversaries with various capabilities to attack 

CPU caches [8]: 

 Access-driven cache side-channel attacks 
In access-driven attacks, an adversary runs a spy program 
on the physical machine that hosts it and the victim, in 
order to get information about cache sets accessed by the 
victim. The most well-known attack in this category is 
called the Prime and Probe. It measures the time needed to 
read data from memory (RAM) associated with individual 
cache set. In addition, we have developed a new Prime and 
Probe attack, which is a variant of Prime and Probe attacks 
that relies on revealing sensitive information from the 
sharing of memory pages and CPU cache lines [9].  There 
is another type of the Prime and Probe attack, which is 
Flush+Reload [10]. The spy process shares memory pages 
with the victim and measures the time to access certain 
lines. Moreover, there are other versions and forms of 
access-driven cache side-channel attacks, which were 
proposed in [14–24].  

 Time-driven cache side-channel attacks 
In this type of attack, an attacker aims to measure the total 
execution times of cryptographic operations with a fixed 
key. The whole execution times are influenced by the value 

of the key.  Thus, the attacker will introduce some 
interference to the victim to learn indirectly whether the 
victim process accesses a certain cache set or not. This 
attack is called Evict and Time [22] [23]. 

 Trace-driven cache side-channel attacks 
The third class is trace-driven, which looks at getting 
information related to the whole number of cache misses or 
hits for a targeted process or machine [25][26]. 

III. RELATED WORK 

There is a lack of detective solutions that can be applied to 
cloud computing due to multi-tenancy and co-residency 
characteristics. HomeAlone solution was proposed by Zhang et 
al. [3] to allow cloud computing tenants to verify they are 
physically isolated and detect the co-resident malicious VM. 
They gave the cloud’s tenants ability to use cache side-channel 
analysis as a defensive detection tool. This detection tool 
focuses only on a special case when the two cloud tenants are 
physically isolated. It relies on a classifier to distinguish 
between normal and abnormal CPU cache activities. It enforces 
each VM of a tenant to implement a coordinator and re-
mapper, which are used to communicate with other VMs and 
save data in specific cache sets. Moreover, it might need to 
silence VMs to avoid noises generated by other VMs. In 
contrast, our solution does not need any classifier tool, 
modification to the tenants’ VMs operating systems and 
kernels or to silence any VM. It also does not degrade the 
performance or introduce overload. It can detect any malicious 
VM and distinguish it from other VMs in all CPU cache levels. 

A Two-stage Mode technique for detecting cache side-
channel attacks in cloud computing has been proposed by [4]. 
It uses two stages. Although it depends on good software to 
measure CPU cache misses caused by a VM, the OProfile can 
generate at least 2,000 interrupts per second to the CPU [24]. It 
also needs to implement an agent in each VM to receive data 
from the host. In addition, it has a big false negative rate 40%. 
In opposition, our proposed solution does not need any 
attached software or application. It directly measures the CPU 
cache misses in the fetch cycle. Furthermore, it has just one 
stage implemented in the hypervisor kernel. It induces 0% false 
negative rate and 15% false positive rate. 

IV. THE NEW INFRASTRUCTURE SOLUTION 

To evict a cache line, there are two ways to do it either by 
using a flushing command or reading data from main memory 
to be written in that line. Either one of the mentioned ways will 
cause a cache miss to the CPU. Thus, most of the reported 
attacks will cause a considerable number of cache misses to the 
CPU in order to evict the data from the cache. These cache 
misses can be counted and compared with normal cache misses 
caused by a normal code execution. However, it is a difficult 
and crucial task. 

Although the number of cache misses out of the total 
number of execution times granted to the VM is playing a big 
part to determine cache side-channel attacks, it cannot give a 
precise decision without examining the cache misses 
sequences. Launching a cache side-channel attacks such as 
Prima and Probe will write a big chunk of data (nearly the size 
of one of CPU caches) to a CPU cache. That will cause a big 
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number of cache misses in a sequential manner. Thus, 
measuring the number of cache misses and testing whether 
they are sequences or not, can definitely detect cache side-
channel attacks. 

A. Our goals 

In order for the time-shared CPU caches attacks to succeed, 
they need to evict all the data kept in the cache by reading big 
pieces of data to the cache and that will induce an unusual 
number of cache misses to the CPU. Thus, we are measuring 
the number of cache misses caused by each fetch cycle and the 
time it is taking to decide whether it is a cache side-channel 
attack or not. 

 
Figure 1: The infrastructure solution 

The proposed detection solution aims to satisfy the 
following goals: 

 The solution should measure a number of cache misses 
caused and when they happen by a VM in its execution 
time without using any attached software or application. 

 The solution should be accurate in terms of distinguishing 
between normal cache misses and others caused by cache 
side-channel attacks. It also should report any cache side-
channel attacks instantly. 

 The solution should induce neglected performance 
overhead. 

 The hypervisor should not require any major modifications. 

 All the tenants’ operating systems should be completely 
free from any modifications or changing in their 
applications or libraries. 

B. The new infrastructure solution 

The proposed solution focuses on the infrastructure used to 
host cloud computing tenants. The solution attempts to detect 
cache side-channels in time-shared caches (e.g. L1 
instruction/data and L2 per core, and L3 if it is used), 
particularly Prime & Probe and Flush+Reload attacks. Both of 
them rely on measuring the time to access an address after a 
victim VM relinquishes the CPU caches. Thus, they erase data 
kept in the cache by replacing it with their own data and that 
will generate a considerable number of cache misses. Our 
solution implemented in the host’s kernel to measure the time 

taken in every fetch cycle. If the time is greater than a 
predefined threshold, it is definitely a CPU cache miss and it 
will be added to a data structure used to keep track of every 
VM’s behaviour.  Moreover, the time when a cache miss 
happens is kept in another field in the data structure in order to 
compute the variations between cache misses caused by each 
VM. A standard deviation will be calculated to the times. If the 
standard deviation is lower than a threshold, the CPU cache 
misses recorded are caused by a cache side-channel attack 
launched by a VM. 

As shown in figure 1, our solution has three stages: 

 The first stage is the measurement stage, which has two 
steps: measuring the number of CPU cache misses caused 
by a VM and measuring the time for each CPU cache miss 
recorded. Firstly, we need to define when a CPU cache 
access is a miss or hit. We use a threshold reflects the 
maximum time taken for accessing data on caches (from 
level 1 up to level 3). It was 150 CPU cycles as presented in 
figure 2 Thus, any CPU access time (fetch cycle) greater 
than the threshold, is a CPU cache miss. When a cache miss 
is recorded, it will be accounted to the Virtual CPU 
(VCPU) that occupied by the running VM. Moreover, the 
start and end time of the fetch cycle that causes the cache 
miss, will be saved to be used in the analysis stage if the 
number of cache misses is greater than another threshold, 
which reflects the total number of CPU cache misses 
happen in normal operations. This stage will continue while 
the VCPU and the VM using it, is still occupying the CPU 
resources. Before the overlapping between VCPUs 
happens, the total number of CPU cache misses caused by 
the VCPU will be compared with the total cache misses 
threshold. If they are greater than the threshold, they are 
most likely to be a cache side-channel attack launched by 
the VM and the analysis stage will start. Otherwise, they 
are normal CPU cache misses and there is no need for the 
analysis stage. 

 
Figure 2: Time needed for accessing data from either CPU cache’s levels 

or RAM 

 The second stage is the analysis stage. It has two functions: 
 Calculating the CPU cache misses sequence 

This step is a very important step in the analysis stage. 
It calculates the time between the end of a fetch cycle 
that causes a CPU cache miss, and the start of the 
following fetch cycle, which induces a new CPU 
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cache miss as illustrated in figure 3. Where CMT 
means a cache miss time, start is the beginning time of 
a cache misses, end is the ending time of a CPU cache 
miss, S is the difference between an end of a CPU 
cache miss and a start of another CPU cache miss 
followed it, n is the total number for CMT recorded 
for a VCPU during its execution time and m is the 
total number of S. 

.  .  .
CMT 1  

Start End 

CMT 2  

Start End 

CMT 3  

Start End 

CMT n  

Start End 

S2  S1  Sm  

 
Figure 3: A CPU cache misses sequence 

A CPU Cache Misses Sequence (CCMS) is a 
sequence comprised several CMTs ordered by time. 
So, CCMS = {CMT1, CMT2, …, CMTn} where n is the 
total number for CMT recorded for a VCPU during its 
execution time. S is defined in (1). 

𝑠𝑘 = 𝑠𝑡𝑎𝑟𝑡𝐶𝑀𝑇𝑖+1 − 𝑒𝑛𝑑𝐶𝑀𝑇𝑖     (1)  

∀ 𝐶𝑀𝑇𝑖𝑎𝑛𝑑 𝐶𝑀𝑇𝑖+1  

Where 0 < 𝑖 < 𝑛 𝑎𝑛𝑑 1 < 𝑘 ≤ 𝑚  

 Calculating the standard deviation of the CPU cache 
misses sequence 
In order to determine and measure the time’s 
variations between CPU cache misses, we calculate 
the standard deviation of the CPU cache misses 
sequence. It can help testing the regularity of CPU 
cache misses. 
For a set S= {s1, s2, …, sm}, the standard deviation (σ) 
is calculated as defined in (2) 

𝜎 = √
∑ (𝑠𝑘 − �̅�) 2

1≤𝑘≤𝑚

𝑚
        (2) 

Where �̅�  is the mean of set S and m is the total 

number of 𝑆 entities 

 The decision stage 
It is the final stage, which takes the output of analysis 
decision, which is the standard deviation. It is compared 
with a threshold (pre-calculated standard deviation) that 
reflects regularity of CPU cache misses in a real attack. If 
the standard deviation is lower than the threshold, the 
VCPU that has CPU cache misses is launching a cache 
side-channel attack. Otherwise, no attack has been launched 
even when there are a considerable number of cache 
misses. 

V. IMPLEMENTATION 

We implemented the novel infrastructure solution using the 
open source Xen Hypervisor version 4.4. Specifically, we add 
the solution’s code in two different places in the Xen’s kernel 
in order to detect any cache side-channel attack that causes an 
abnormality in the CPU caches’ behaviour or CPU cache 
misses. It is worth mention that the Xen hypervisor creates 
scheduling unit (VCPU), which is assigned to one of the 
physical CPU cores or a time slot on the physical CPU. Thus, 
we focused on VCPUs’ behaviours more than VMs due to it’s 

the medium between a VM and a CPU core. Furthermore, most 
of the overlapping happens between VCPUs and CPU cores. 
The results of our implementation are two algorithms, which 
they are the measuring algorithm and analysis algorithm. 

 Measuring algorithm 
It focuses on calculating the time taken in every VCPU’s 
fetch cycle and recording the occurring time of that fetch. 
The executing time of the fetch cycle and happening time 
are added to a new data structure that is linked to every 
VCPU running on the host machine. 

 Analysis algorithm 
This algorithm concentrates on analysing the collected data 
of the fetch cycles’ times and tells whether a cache side-
channel attack has been launched or not. When a VCPU 
overlapping access to a CPU core happens, the analysis 
algorithm starts counting cache misses and compares it with 
a predefined threshold of the number of CPU cache misses 
in normal conditions. If the whole number of CPU cache 
misses is greater than the threshold, it is likely abnormal 
behaviour and the standard deviation of the times of CPU 
cache misses reoccurring will be calculated. If the standard 
deviation is greater than the threshold’s standard deviation, 
it is definitely a cache side-channel attack launched by a 
VM. 

VI. RESULTS AND EVALUATION 

The solution was implemented in the x86 architecture and 
Ubuntu 14.04, which was the host operating system. We are 
confident the server machine was used in our experiments is 
comparable to cloud environment servers. In addition, we use 
the aforementioned points presented in our goals subsection as 
research questions to evaluate the technique. Our experiments 
were conducted using x86-64 architecture server that equipped 
with quad-core (2 logical cores per physical) Intel i7-3820 
processor with an operating frequency of 3.60GHz. The server 
had three levels of caches. Each physical core had L1 and L2, 
yet all cores shared L3. Furthermore, L1 data and instruction 
caches were 32KB in size and 8-way set-associative. The 
unified L2 was 256KB in size and 8-way set-associative. The 
shared unified L3 was 10MB and 20-way set-associative. 
Moreover, all three levels had 64-byte cache sets and 64B 
cache lines. The server that represents the management domain 
in Xen (Dom0) runs Ubuntu 14.04. The used hypervisor in our 
experiments was Xen 4.4 hypervisor. In addition, we used 
various numbers of VMs and each VM had one VCPU. 
However, the minimum amount of RAM assigned to a VM was 
256 KB when the number of VMs was 30. 

A. Security Evaluation 

The proposed detection solution and the other detection 
solutions were evaluated using three types of access-driven 
cache side-channel attacks, which were Prime & Probe, 
Flush+Reload, and the new Prime & Probe attacks. Moreover, 
we run up to 30 VMs at the same time to get the average 
number of CPU cache misses in normal conditions. The 
average number of CPU cache misses is the first threshold used 
in our solution. It was 48% CPU cache misses out of the total 
number of fetch cycle times for a VM. We also calculated the 
threshold standard deviation for CPU cache misses times; the 
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variations were between 300 and 1000 cycles. Thus, threshold 
standard deviation of 1000 values of cache misses times was 
203.314. With applying these thresholds’ values 1000 times in 
our fully implemented solution and launching a cache side-
channel attack (the new Prime and Probe attack), we get 0% 
false negative and 15% false positive. Furthermore, the 15% 
false positive is caused by VMs when they are just 
implemented by the hypervisor. Therefore, VCPUs assigned to 
them will cause a considerable number of CPU cache misses. 

As presented in figure 4, the infrastructure detection 
solution has the best results and detects the three attacks in 20 
out of 20. Furthermore, the HomeAlone detection solution 
failed 5 times out of 20 to detect the new Prime and Probe 
cache side-channel attack, while the two-stage solution failed 
10 times out of 20. Although the HomeAlone detection 
solution failed to detect the other attacks (Prime & Probe and 
Flush+Reload) at least 4 times out of 20, it had the best results 
compared with the two-stage detection solution, which failed at 
least 7 times out of 20. 

 
Figure 4: A comparison of attack trails detection between our detection 

solution and others 

B. Performance Evaluation 

One of the most important features in the infrastructure 
solution is the very small overhead introduced during the 
detection process, which does not exceed 36,000 cycles as 
illustrated in figure 5 (a) even with a varied number of VMs as 
shown in figure 5(b). Moreover, the overload deduced from the 
infrastructure detection solution did not exceed 36,000 cycles, 
due to no applications or software being used to measure CPU 

caches misses. For example, OProfile software was used in a 
two-stage mode technique for detecting cache side-channel 
attacks in cloud computing to count CPU cache misses [4]. 
OProfile can generate at least 2,000 interrupts per second to the 
CPU and add 20% extra to the total overload to complete a task 
[24]. Therefore, when the two-stage solution implemented in 
the testbed, we got at least 900,000 cycles for every time the 
solution run. Furthermore, HomeAlone solution with single-
probe classifier induced at least 150,000 cycles when was 
implemented in our testbed as shown in figure 5 (a). 

 Heavy workload 
In this experiment, we tested the proposed detection 
solution for heavy workloads with varying values of Xen 
Credit Scheduler parameters such as Ratelimit and 
Timeslice as illustrated in figure 5 (c) and figure 5 (d) 
respectively. Furthermore, the used workload was a 
program calculating the Fibonacci sequence with 109 
iterations. This workload simulates heavy workload found 
in the cloud such as web servers.  The workload was tested 
with different values of Ratelimit and Timeslice. However, 
the calculation time of the program was almost equal to our 
solution and the normal hypervisor. In addition, the new 
detection solution added less than 0.0093% to the total 
execution time of the program used to test the proposed 
solution in the all conducted experiments. 

VII. CONCLUSION  

In this paper, we illustrated a novel infrastructure solution 
to detect cache side-channel attacks in cloud computing. It 
enables cloud service providers to detect cache side-channel 
attacks without any modification to the guest’s operating 
system or applications. The technique implemented in an 
identical cloud environment that runs Linux Ubuntu 14.04 and 
Xen hypervisor 4.04 with up to 30 PV guests. It evaluated in 
various conditions and circumstances such as testing it for 
different Xen Credit Scheduler parameters values and heavy 
workload. Moreover, our evaluation results proved that the 
technique’s overload does not 36,000 cycles. The technique’s 
overload was the lowest among other approaches even with a 
heavy workload or hosting a large number of VMs. 
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Figure 5: (a)Comparing overload generated by our solution with other proposed solutions. (b) The induced overload from the novel infrastructure solution 

with various VM numbers. (c) Heavy workload executed on our solution and normal hypervisor with different Xen Ratelimit values. (d) Heavy workload 
executed on the novel solution and normal hypervisor with different Xen Timeslice values 
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